
Abstract

Memory bandwidth is frequently a limiting factor in the design of
high-speed switches and routers. In this paper, we introduce a
buffering scheme called ping-pong buffering, that increases mem-
ory bandwidth by a factor of two. Ping-pong buffering halves the
number of memory operations per unit time, allowing faster buff-
ers to be built from a given type of memory. Alternatively, for a
buffer of given bandwidth, ping-pong buffering allows the use of
slower, lower-cost memory devices. But ping-pong buffers have an
inherent penalty: they waste a fraction of the memory. Unless
additional memory is used, the overflow rate is increased; in the
worst case, half of the memory is wasted. Although this can be
compensated by doubling the size of the memory, this is undesir-
able in practice. Using simulations, we argue that the problem is
eliminated by the addition of just 5% more memory. We show that
this result holds over a wide range of traffic and switch types, for
low or high offered load, and continues to hold when the buffer
size is increased.

1 Introduction
The speed of high-performance switches and routers is often

limited by the bandwidth of commercially available memories.
Compared to the continued rapid growth in network bandwidth,
memory bandwidth is growing relatively slowly. Memory access
time for the fastest available commercial DRAM is about 50ns, and

has increased little in recent years.1 Simply put, network switches
and routers are running out of memory bandwidth.

Although the problem occurs equally in switches and IP rout-
ers, it is most easily understood in the context of ATM switches,
which use fixed-sized cells. Consider a memory buffer with arrival

1.Newer memory architectures such as SDRAM and RAMBUS
are now available. These devices use special techniques to
increase bandwidth to and from the chip. However, the memory
access time is unchanged.

and departure processes of cells, as shown in Figure 1. In each cell
time, which we call a time-slot, zero ( ) or one ( )

new cell may arrive, and zero ( ) or one ( ) cell

may depart from the buffer. This means that two independent
memory operations are required per cell time: one write, and one
read. If dual-ported memory is used, it would be possible for both
operations to take place simultaneously. However, commercial
considerations generally dictate that conventional single-ported
memory be used. As a result, the total memory bandwidth (the sum
of the arrival rates and departure rates) must be at least twice the
line rate. For example, a memory buffer for an OC-48 (2.4Gb/s)
line requires a memory bandwidth of 4.8 Gb/s. This corresponds to
an access time of 6.7ns for a 32-bit wide memory.

In this paper, we consider a simple, and perhaps obvious,
technique that eliminates the need for the two memory operations
during each time slot. We call the technique “ping-pong buffer-
ing.” A ping-pong buffer uses two conventional single-ported
memories, where each memory need perform only one memory op-
eration per time slot. The ping-pong buffer is similar, but not iden-
tical, to memory interleaving widely-used in computer systems [1].

The main benefit of a ping-pong buffer is that using conven-
tional memory devices, it allows the design of buffers operating
twice as fast. But ping-pong buffer’s benefit comes with a penalty.
As we will describe shortly, if the amount of memory is not in-
creased, the rate of overflow from a ping-pong buffer is larger than
for a conventional buffer.

It is the goal of this paper to: (1) explain the bandwidth advan-
tages of ping-pong buffering, and (2) evaluate the penalty mea-
sured by the increased rate of overflow. As we will see, the
increased rate of overflow can be removed by the addition of a
small amount of memory. We limit the scope of our study to the
buffers in input-queued ATM switches. However, ping-pong buff-
ering can be used in any system that has at most one read and one
write within a single unit of time. For example: the reassembly
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buffers in switches and routers, or disk block data transfer within
computer systems.

2 Ping-pong Buffer

Figure 2(a) shows a ping-pong buffer of total capacity

(cells), with the arrival and the departure processes denoted as

and , respectively. The buffer consists of two physically sepa-

rate memory devices, each of size . The two memories are ar-
ranged so that from the outside, they appear to be a single buffer.

In a ping-pong buffer, read and write operations can take
place simultaneously, but only in physically separate memory de-
vices. When a cell arrives and finds that one memory is being read,
as shown in Figure 2(b), the arriving cell is directed into the other
memory device. We call this type of write operation a ‘constrained
write’; we have no choice into which memory to write the arriving
cell. On the other hand, if a cell arrives when there is no read oper-
ation, as in Figure 2(c), then we are free to choose which memory
to write the cell into. We call this an ‘unconstrained write’. One
possibility, chosen in our study, is to write the data into the less oc-
cupied memory.

For the ping-pong buffer depicted in Figure 2, let the occu-

pancies of memory devices 1 and 2 be  and , respectively.

The state of this ping-pong buffer, represented by the pair ,

is shown on a plane in Figure 3(a). At each time slot, there are five
possible movements for this point, marked as (i) to (v) in the figure.
If a cell arrives when there is no read operation occurring, then the

point moves up by one (i), since  and we chose to write

into the less populated memory. When an incoming cell finds
memory 1 being read, then the point moves towards upper left (ii),
and if memory 2 was being read, the next point would move to the
lower right (iii). A read operation without any arrival results either
in the movement to the left (iv) or one below (v), when memory 1
or 2 was being read, respectively. Figure 3(b) shows one example
‘trajectory’ of the state of a ping-pong buffer.

As an example of how a ping-pong buffer might be used,

(a)

Figure 2:  (a) A Ping-pong memory of total capacity M, (b)
Constrained write, (c) Unconstrained write.
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Figure 4 shows the schematic diagram of a ping-pong buffer used
in an input-queued ATM switch. A cell in the singly linked list is
shown as a gray rectangle; each cell points to the cell that arrived
behind it. Note that two cells arriving consecutively may reside in
different memories, or in the same memory; the location of an ar-
riving cell depends on what was occurring at the time of its arrival.
Consequently, the logical ‘queue’ of cells is shared across both
memory devices.

3 Increased Overflow Rate
Although a ping-pong buffer doubles memory bandwidth, it

can lead to overflows even when the buffer has space available.
Figure 5(a) shows a cell arriving to a ping-pong buffer when one
memory is full, while the other is not. If the less occupied memory

Figure 3: 2-dimensional representation of the state of a
ping-pong memory of size M, (a) Possible movements at
one point, (b) Example ‘trajectory’.
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Figure 4: Schematic diagram of a ping-pong buffer in an
input-queued ATM switch.

Figure 5: (a) An overflow in a ping-pong buffer, (b) Over-
flow seen on the ‘occupancy plane’.
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is being read, then the incoming cell can only be directed to the
memory that is already full, causing an overflow. The overflows
caused by ping-pong buffering correspond to the case where the

point  attempts to move across the boundary ‘ ’

or ‘ ’, shown as shaded regions in Figure 5(b). Note

that the total number of cells in the ping-pong buffer is less than its
total capacity. A conventional buffer of the same capacity, subject
to the same arrival and departure processes, wouldn’t have caused
this overflow. Hence, we can see that a ping-pong buffer would
have a higher overflow rate than the conventional buffer of the
same size. Or, equivalently, ping-pong buffer wastes a certain
amount of space at each overflow, marked as “amount wasted” in
Figure 5(b).

The increased frequency of overflows may limit the benefit of
ping-pong buffering. Before using such a buffering scheme, we
should understand the increased overflow rate. First, we take an in-
tuitive look at the increased rate of overflow, then in the next sec-
tion we will take a more quantitative approach.

If we choose to write into the less occupied memory at each
unconstrained write, we can expect that the two memories will
maintain almost the same level of occupancies. In other words, the

point  would spend most of its time inside the shaded oval

in Figure 6(a). When the overflows due to ping-ponging occur, the
memory that is not full would have only a small amount of space
left. This can be interpreted as the ping-pong buffer performing
like a conventional buffer only slightly smaller in size.

However, one can create a much worse sequence of read and
write operations leading to more frequent overflows. If a burst of
cells is written into one memory, which later causes another longer
burst to be driven into the other memory; the resulting trajectory of

 can look like Figure 6(b). We demonstrate this using the

following example in Figure 7. Assume, for this example, that cells
are read out in first-in-first-out order, and that an unconstrained

write chooses to put the cell in memory 1 when . Each

cell, drawn as a square, is marked by the order in which it has ar-
rived. Departing cells at each time slot are shaded.

In the example shown in Figure 7, beginning at time-slot 14
the discrepancy in memory occupancies increases from 0 to 6 to 12.
Had the size of each memory been 8, the ping-pong buffer in
Figure 7 would have had 3 overflows by time slot 28. Even for a
larger memory size, the widely oscillating occupancies could re-
peatedly cause overflows.
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Figure 6: (a) Ping-pong buffer maintaining even level of
occupancies, (b) Oscillating occupancies.
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 In summary, we see that pathological cases are possible, and
may lead to only half the memory being used. A ping-pong buffer
may perform, at worst, like a memory that is twice as fast, but only
half the size. Fortunately, in practice, such pathological cases are

rare. A ‘typical’ simulation result2 shows something in-between
the two extremes. Figure 8 shows the overflow rates of convention-
al buffer and a ping-pong buffer when used in an input-queued

ATM switch.3 The results confirm our intuition; a ping-pong buff-
er clearly has higher overflow rate than a conventional buffer of the

2. We will see more simulation results later.

3. The switch maintains a single FIFO queue at each input.
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Figure 7:  Example of increasing imbalance in memory oc-
cupancies
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same total size. However, a ping-pong buffer has an overflow rate
much lower than a conventional buffer of half the size.

4 Estimating the Overflow Rate

4.1 Our Model
We focus our study of ping-pong buffering on its application

to input-queued switches. Figure 9 shows our switch model with

 inputs and  outputs. At the beginning of each time slot, either

zero (  for input  at the -th time slot) or one

(  for input  at the -th time slot) cell arrive at each

input. We call  the arrival process to the input port , where

 represents the time index. To prevent head-of-line blocking, a
cell destined for output j arriving at input i is placed in the FIFO

queueQ(i,j). We call  a “virtual output queue”. At the begin-
ning of each time slot, a scheduling algorithm (sometimes called an
‘arbiter’) decides which cells to deliver to which output ports. The
algorithm selects amatching, M, between the inputs and outputs,
such that each input is connected to at most one output, and each

output is connected to at most one input. At the end of the -th
time slot, if inputi is connected to outputj, one cell is removed

from Q(i,j) and sent to outputj, corresponding to .

In this paper, we assume that all the arrival processes, ,

Figure 8: Log(overflow rate) vs. buffer size(Cells).
Uniform i.i.d. Bernoulli traffic; utilization 57%.
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, are described by a single random process, denoted

, and that arrival processes at different inputs are independent
of each other.

For the arrival processes, we first consider uniform indepen-
dent identically distributed (i.i.d.) Bernoulli arrivals. Although this
traffic is not representative of real network traffic, it can help us un-
derstand the way that ping-pong buffering behaves. Next, we con-
sider whether burstiness in arriving traffic causes more frequent
overflows. Intuitively, one might expect that the burstiness in arriv-
als would lead to burstiness in read operations(departures). This, in
turn, could produce an increasing imbalance in memory occupan-
cies, hence increasing the rate of overflow. To see the effect of
burstiness on the performance of ping-pong buffer, we consider 2-
state Markov-modulated Bernoulli arrivals. Often used as a simple
model of burstiness, it models a simple on-off process that alter-
nately produces a burst of cells, all with the same destination, fol-
lowed by an idle period. The length of bursty and idle periods are
geometrically distributed. Although studies have shown that this
type of model fails to capture long-range dependence [9], we can
expect that the results from this simple Markov-modulated traffic
will provide a qualitative understanding of the effect of burstiness
on ping-pong buffering.

We studied three switches:

  1. a conventional input-queued switch with a single FIFO queue
at each input. This switch is limited to approximately 58%
throughput due to Head-of-Line blocking.

  2. an input-queued switch with virtual output queues and a
RANDOM scheduler. With RANDOM scheduling, the
scheduler arbitrarily selects one out of all the possible match-
ing patterns of inputs and outputs, with uniform probability,
independently each time slot.

  3. an input-queued switch with virtual output queues and an
iSLIP scheduler [2].iSLIP is an iterative round-robin sched-
uler that attempts to provide equal access to each output, and
is simple to implement in hardware. This algorithm is repre-
sentative of a variety of similar algorithms that attempt to
achieve a maximal matching [3][4][5][6][7][8].

Finally, we only present simulation results for the case when
offered load is high. This is because we are interested in the over-
flow rate — overflows only occur in significant numbers (and
therefore only become measurable) when the offered load is high.
Later in the paper, we will argue that in order to understand the
memory wastage due to ping-pong buffering, it suffices to look
only at the cases when the offered load is high.

4.2 Our Metric for the Cost of Ping-pong Buff-
ering

The cost of a ping-pong buffer is that it wastes a fraction of

the buffer space. For a given overflow rate, , we measure this
cost using awastage factor:

,  (1)

where  is the size of the ping-pong buffer that yields

1 i N≤ ≤
A n( )

R

ω R( )
M R( ) M̃ R( )–

M R( )
-------------------------------≡

M R( )



overflow rate , and  is the size of the conventional buffer
that we would need to achieve the same overflow rate. In other

words,  is a measure of the amount of memory that we waste
by using a ping-pong buffer.

We calculate  from our simulation results as follows.
First, we find many points representing the overflow rate as a func-
tion of memory size for ping-pong buffers and conventional buff-
ers. We then interpolate between these points and measure the
horizontal distance between values for each kind of buffer. For ex-
ample, the top plot in Figure 10 is determined from the lower two
plots in Figure 8.

4.3 Simulation Results for Benign Traffic
Figure 10 shows the wastage factors of ping-pong buffer sub-

ject to uniform i.i.d. Bernoulli traffic with different values of utili-
zation and scheduling algorithms. Recall from Figure 8 that the
overflow rate drops rapidly with increasing memory size. We can
conclude from Figure 10 that

  1. thewastage factor decreases as the memory size is increased.

  2. thewastage factor appears to be independent of buffer size
for sufficiently large buffers. In practice, it is likely that the
buffer size would be chosen to ensure an overflow rate much

lower than . We may conclude that for i.i.d. Bernoulli
traffic thewastage factor will be below 5%, and almost inde-
pendent of buffer size.

Our findings are in agreement with the qualitative argument
presented in Section 3, where we considered the discrepancy of the
memory occupancies at the times of overflows. The discrepancy is
independent of memory size. However, if the buffer is small, then
it constrains the discrepancy to small values. A small increase in
memory size significantly reduces the probability that a discrepan-
cy will cause an overflow. This is illustrated in Figure 11(a). On the
other hand, if the buffer is large, a small increase in memory size
barely changes the probability of a discrepancy causing an over-
flow. This is illustrated in Figure 11(b).

4.4 Simulation Results for Bursty Traffic
We find that, contrary to our expectation, burstiness in the in-

coming trafficreduces the fraction of buffer space wasted by ping-

R M̃ R( )

ω R( )

ω R( )

Figure 10: . Wastage factors vs. -Log(overflow rate) -- i.i.d.
Bernoulli traffic.

0

5

10

15

20

25

30

35

1.5 2 2.5 3 3.5 4 4.5

W
as

ta
ge

 F
ac

to
r(%

)

-Log(Overflow Rate)

u = 95%, RANDOM
u = 99%, RANDOM

u = 97%, SLIP
u = 99%, SLIP
u = 57%, FIFO

10
4–

pong buffering. This is shown by Figure 12, which compares wast-
age factors for Markov-modulated Bernoulli arrivals, with the
RANDOM andiSLIP scheduling algorithms.

We believe that increased burstiness will decrease the wastage
factor, but as yet have been unable to prove this result in general.
Instead, we offer an intuitive explanation. First, recall the example
in figure 7 that shows how discrepancy (and hence increased wast-
age factor) can arise in a FIFO ping-pong buffer. The discrepancy
was caused by a sequence of constrained writes that forced an ar-
riving stream of cells to be written into only one of the memory de-
vices. Later, when this sequence of cells departed (all from one
memory), they forced a sequence of arriving cells to be written into
the other memory. In other words, when a sequence of arriving
cells causes discrepancy, the same sequence of cells will cause fur-
ther discrepancy when they depart. We say that in this way, dis-
crepancypropagates in a FIFO ping-pong buffer.

Now instead, suppose that the cells had not departed in FIFO
order; in fact, let’s assume that they departed in a random order.
This would mean that the first sequence of arriving cells would not
force all of the cells in a future sequence to be written into the same
memory device. In other words, the random departure order breaks
the propagation of discrepancy from one sequence of cells to the
next.

Now consider what happens when the buffer is arranged as a
set of VOQs rather than a single FIFO queue. The scheduling algo-
rithm will cause the cells to depart in non-FIFO order, and so we
can expect the wastage factor to be decreased. Indeed, this is what
our results show. Furthermore, we find that if the arrivals are more
bursty, then their departure order is even further from FIFO. This
is caused by the scheduling algorithm. In an attempt to achieve fair-

Figure 11: Constraints imposed by memory size on the dis-
tribution of discrepancy, (a) small buffer, (b) large buffer
size.
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Figure 12: Wastage factors vs. -Log(overflow rate) -- 2-
state markov traffic.
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ness among the VOQs, the scheduling algorithm is unlikely to ser-
vice the same VOQ twice in a row. This means that cells arriving
in a burst (and hence for the same destination), are unlikely to de-
part consecutively, or even close to each other in time. If, on the
other hand, the arrivals are not bursty, then successively arriving
cells are likely to be for different destinations. It is therefore quite
possible that the scheduler will cause them to depart consecutively,
or close to each other in time.

In summary, we believe that a FIFO departure order leads to
the propagation of discrepancy, and hence increased wastage fac-
tor. Independent arrivals lead to departures that are closer to FIFO
order than bursty arrivals. As the arrivals become more bursty, the
discrepancy is less likely to propagate. Hence, bursty arrivals lead
to a smaller wastage factor.

4.5 Variation of Wastage Factor with Offered
Load

All of the results that we have presented have been for the case
when the offered load is high. Although we see that thewastage
factor is low for a reasonably sized memory, it is worth asking
whether thewastage factor is still small when we reduce the of-
fered load.

Indeed, we find that as we reduce the offered load for different
types of traffic, and for different switches, thewastage factor de-
creases. For brevity, we do not reproduce lots of results here; a typ-
ical result is shown in Figure 10, which shows that as the offered
load decreases, so does thewastage factor.

Intuitively, the relationship between offered load andwastage
factor is simple. Recall that wastage in a ping-pong buffer is caused
by discrepancy, which in turn is caused by constrained writes.
When the offered load is high, there are a large number of reads,
which constrain the writes of the (plentiful) new arrivals. There-
fore, the probability that an incoming cell faces an constrained
write increases with the offered load. Discrepancy is increased,
leading to larger wastage.

Therefore, although our simulation results focus on switches
with high offered load, we can infer that when the offered load is
reduced, thewastage factor will decrease.

4.6 Variation of Wastage Factor with Buffer
Size

We can also ask whether thewastage factor will decrease as
we increase the buffer size. Because of the time to perform the sim-
ulations, our results cannot be extended to large buffers. However,
our limited results indicate that thewastage factor will decrease for
a variety of switches and traffic types. But they cannot prove it con-
clusively.

We feel that it is an important question to answer. For if the
wastage factor were to increase, it would decrease the efficacy of
ping-pong buffering. We therefore show analytically that the wast-
age factor does not increase with buffer size. The details of our ar-
guments are contained in Appendix A.

5 Conclusion
Ping-pong buffering is a technique for doubling the band-

width of a memory buffer. Its advantage is clear: by limiting each
memory to just one memory operation per unit time, it enables
buffers to be built that operate twice as fast; or for a given speed, it
allows buffers that use slower, lower-cost memories.

We have seen that ping-pong buffering comes with a penalty:
when compared with a conventional buffer, it will experience more
frequent overflows. Caused by discrepancy in the memory occu-
pancies, the overflows can waste up to half of the memory space.
A simple solution to this problem is to double the amount of mem-
ory used; a rather unsatisfactory solution. Memory buffers are fre-
quently used in systems requiring substantial storage capacity, and
often dominate the system cost.

We have studied the amount of memory that is wasted in prac-
tice. Our main result is that in the worst case that we studied, a rea-
sonably sized buffer will lead to a wastage of less than 5%.
Although our results are based on simple traffic models with high
offered load, we argue that our result will hold for a wide range of
operating conditions. In particular, when the traffic is more bursty,
when the buffers are larger (as they are likely to be in practice), and
when the offered load is reduced.
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Appendix A:  Bounding the Wastage Factor
Recall that in Section 4.2, we defined the wastage factor,

, to be a function of the overflow rate, denoted as , and plot-

ted  against . Since  is increasing with
memory size, it would be equally informative if one looks at the

same ratio, but with  defined in a slightly different way.

In particular, we start with the size of a ping-pong buffer, ,
and define the following quantities:

Let  be the size of a conventional buffer such that

 (A.2)

For a given , we will consider a slightly different measure of
wastage

.  (A.3)

Our goal is to show that when  is sufficiently large,  can
be bounded from above.

Since a ping-pong buffer cannot overflow unless at least one
buffer is full, we observe the following fact.

Fact 1:  for all .

Before we introduce and prove our main result, we need the
following assumption regarding the overflow performance of a
conventional buffer [10].

Assumption 1:For a conventional buffer of size M, its overflow

probability is4

,  (A.4)

where  is some positive constant, determined by the arrival and
the departure processes.

Note that with this assumption and (A.2), we can write

4.The exact statement is in the form of logarithmic asymptotics,
and the result is originally for the waiting time of a single-server
queue. However, the same proof in [10] can carry over to the
queue length distribution, which approximates the loss probabil-
ity.
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M
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M W M( )

W M( ) 1 2⁄≤ M

P̃OV M( ) exp γ M⋅–( ) o exp γ M⋅–( )( )+=

γ

.  (A.5)

The proof of the lemmas leading to the main result rely on the
concept of sub-additivity, defined below.

Definition: A function  is said to be sub-additive if

 for all .

Lemma 1: There exists a finite number  such that

is sub-additive whenever .

Proof: Proof by contradiction. Suppose that  fails to be

sub-additive for infinitely many . Then, we can find an infinite

sequence of such values, denoted as , so that  is

not sub-additive along the sequence, i.e.,

 (A.6)

Then, by the sub-additivity lemma [11], the following holds:

.

Since , , and therefore,

. However,  cannot

be true, because that implies

for some constant , which in turn prevents (A.6) from

being valid for infinitely many .

Therefore, , and we thus have

.

From (A.5),

 (A.7)

However, this contradicts Fact 1. ■

Lemma 2: Let . Then, there exists a finite num-

ber  such that  is sub-additive whenever .
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Proof: By the definition of  and by (A.5),

Note that the first and the third term of the above equation are
additive (or, the third term could be sub-additive). And from Lem-

ma 2,  is sub-additive whenever  for some fi-

nite .

Therefore, there exists a finite number  such that  is

sub-additive whenever . ■

Theorem 1:Let  be defined as in (A.3). Then,

 as , where  is defined as

in Lemma 2.

Proof: By the definition of , we have . By

Lemma 3,  is sub-additive for . Then by the sub-

additivity lemma, it holds that:

 as .

Therefore,  as . ■

The following corollary of Theorem 1 provides a useful fact.

Corollary 2:  Suppose that a ping-pong buffer of size  yields a

wastage factor . Then, there exists a finite buffer size

such that, any ping-pong buffer of size  or larger has a wast-

age factor less than .

Proof:  Observe that , and recall that

 as . Then, by the property of the

limit and by Theorem 1,

holds only for finitely many .

Therefore, there exists  such that

 whenever . ■

Note that the above result does not prove that the function

 is monotonically decreasing in . How-
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ever, our result shows that when the memory is large enough, the
wastage factor will be bounded from above by a constant. This is
supported by our simulations results in Figures 10 and 12.


